4
The basis of statistical testing
Generating confidence intervals in R
Generating confidence intervals in R is not at all straightforward. One way of generating these simply for a single variable is to use the t.test command. This command runs a one sample t-test on the variable of interest and as part of the output we are presented with 95% confidence intervals. Thus, if we wanted to look at the 95% confidence intervals for the Social Avoidance and Distress variable that we presented as an example in Chapter 4 (Table 4.3), we could type in the following command:
>t.test(SAD)

In this command we assume that the Social Avoidance and Distress scores have been input to a variable called ‘SAD’. You will be presented with the output in Screenshot 1:

[image: image1.png]> t.test(SAD]

One Sample t-test

data: SAD
©t = 14.2936, af = 39, p-value < 2.2e-16
alternative hypothesis: true mean is not equal to D
95 percent confidence interval
11.63254 15.46746
sample estimate:
mean of x

13.55





Screenshot 1
This gives us the overall confidence interval for the social avoidance and distress scores, but this is not broken down by patient group (remember in this example we had a hearing aid group and a waiting list control group).

To get the confidence intervals for each group, you need to use the by command. You can use this in the following way:
>by(SAD, Hearing, t.test)

This assumes that you have your social avoidance and distress scores in a variable called ‘SAD’ and the grouping data in a variable called ‘Hearing’. The format of the by command means that the last command (also called a function) in the brackets as applied to the first variable in the brackets broken down by the groups indicated by the second variable. Thus, in this command, we shall get the one sample t-test output (which includes the 95% confidence intervals) for the social avoidance and distress scores for both the hearing aid and waiting list groups (Screenshot 2).
[image: image2.png]> by(SkD, Hearing, t.test:
Hearing: Hearaid

One Sample t-test

data: adlx, ]
©t = 9.822, af = 19, p-value = 7.023e-09
alternative hypothesis: true mean is not equal to D
95 percent confidence interval
5.364161 14.435833
sample estimates:
mean of x
1.9

Hearing: Waitlist

One Sample t-test

data: adlx, ]
©t = 10.9278, Af = 19, p-value = 1.237e-08
alternative hypothesis: true mean is not equal to D
95 percent confidence interval
12.28871 18.11129
sample estimate:
mean of x

5.2





Screenshot 2
As we described in Chapter 4, you might want to display your confidence intervals on a graph. We can do this reasonably simply in R, using the error.bars and error.bars.by commands. If you want to generate an error bar plot for a single variable, use the error.bars command:
>error.bars(SAD)

You will be presented with a graph similar to that in Figure 1:
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Figure 1

If you want to generate the error bars for a variable broken down by group, you need to use the error.bars.by command instead, for example:

>error.bars.by(SAD, Hearing, by.var=TRUE)

The by.var=TRUE part of this command ensure that the error bars for each group are plotted separately on the graph. It is important to type the ‘TRUE’ bit in upper case, otherwise the command will not work.

You will be presented with the error bar chart illustrated in Figure 2.
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Figure 2
Putting error bars on a bar chart 

You can include error bars on a proper bar chart if you wish by including a new argument in the brackets of the error.bars.by command. You simply need to add bars=TRUE in the brackets at the end of the command e.g.

>error.bars.by(SAD, Hearing, by.var=TRUE, bars=TRUE)

You will be presented with a graph similar to that in Figure 3:
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Figure 3
The colours are not particularly pleasing on this chart and so it is useful to be able to change these. Try adding in the col=rainbow(2) into the brackets:

>error.bars.by(SAD, Hearing, by.vars=TRUE, bars=TRUE, col=rainbow(2))

The ‘2’ in the brackets after rainbow indicates using two different colours. When you use this command you will be presented with the bar chart in Figure 4:
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Figure 4
